Contrastive pair projections on the difference of means line predict

optimal steering layer and test-time steering success of individual
samples.
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Datasets and Model. Evaluate on five MCQA behavior
Steering is unreliable. It can control LLM behaViOr, but datasets (Sycophancy’ Survival_instinct, myopic_reward’

leffectivfene.ss variels across Covnvcep;[jsél datashets, and hallucination, corrigibility) using Gemma-2-9B-IT, with 300
ayers, tforcing costly sweeps. Vve address these train / 50 validation / 50 test examples each.

concerns by extending prior work on data separability
for: Steering Vector Training and Layer Sweep. Train steering

vectors at every layer (10-32), sweep a on validation to pick
the best a per layer, then evaluate test accuracy to see how
steering performance tracks d’ across layers.

e Layer selection: For a fixed dataset, d’ predicts the
optimal steering layer, enabling principled layer
selection without exhaustive sweeps.

e Individual test point success: For datasets with high

Table 1. Pearson correlation

d h f | h DATASET PEARSON r

’ iti ' ' between per-layer training d' and

, the p95|t|c?n of a tgst point g ong the steering PR — 0.883% per-lay ! g

vector direction predicts steering success on that SURVIVAL-INSTINCT 0.830%* per-layer test steering accuracy,

example. MYOPIC-REWARD 0.814* with optimal steering factor
HALLUCINATION 0.721% chosen by validation. Asterisk (*)
CORRIGIBILITY 0.554%*

denotes p < 0.05.

Q Background Test-Time Projection Analysis. For each steered
generation, project the generated token's activation onto
the difference-of-means line (ka)

Contrastive Activation Addition (CAA) steers LLM

behavior by adding a vector to the residual stream at a vatehing [ on-matehing 7 Gbbensn
chosen layer. Given contrastive pairs of positive (r') and 155 Lt =2
negative (r’) responses, the steering vector is the mean 100 | 20
activation difference: 2 | 15 B
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Where - = mean of positive activations a*®, p,,_=mean 25 | ‘ 1 5 -
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At inference time, this vector is injected into the residual K_a K_a (post-gen token)
stream at a chosen layer with a steering factor a. and check whether its sign predicts steering success,

... . , measured via Matthews Correlation Coefficient.
Discriminability Index (d’) is a a compute-cheap

geOmetriC measure Of hOW We” pOSitive and negative —e— MCC(sign K vs steer match | val-chosen a, test prompts) ~m o d' (train)
training activations separate along the steering direction. 1.0 = A -
Each activation a is projected onto the o // \/'/ \/\/\ .
difference-of-means line to get a scalar coordinate: / . Am i
( ) (0) é 0.0 /
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Let P* and P~ be the sets of scalar coordinates of the L0 G513 14 15 16 17 18 10 20 21 22 23 24 25 26 27 28 29 30 31 32 ©
. . . . . . . Layer
positive and negative training activations, respectively. |
Then d'is defined as: Table 2. Pearson correlation between  p,raspT ~MAXd PEARSON r
per-layer training d' and per-layer S ——— 6.00 0.946*
+\ = MCC of sign(k_) predicting steering CORRIGIBILITY 6.00 0.934%
d = mean(P7) — mean(P7) success on the test set again with MYOPIC- REWARD 10,00 0.897*
1 P+ P ’ SYCOPHANCY 2.20 0.443%*
2 (Var( ) -+ Var( )) optimal steering factor. Asterisk (¥) SURVIVAL-INSTINCT 1.65 0.364
denotes p < 0.05.
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