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Discussion

▪ Experiments are limited to a single model and layer; 
generalizability across architectures.

▪ The mechanistic basis of collapse remain open questions.

Conclusion

Generation Collapse Type

▪ Repetition collapse: the model repeatedly 
generates the same token or subsequence. 

▪ Truncation collapse: generation terminates 
early without <|eot id|>.

Experimental Setup

❑Model and Data

Experiments

▪ Model: Llama 3.1 8B Instruct
▪ Dataset: 7 alignment-relevant 

behaviors, multiple-choice and open-
ended formats.

❑Steering Configuration

▪ Layer: 15
▪ Steering direction & strength: 
▪ POS/NEG with β = 1-10
▪ Steering position(stp): stp ∈ {1, 4, full}

Results
❑Steering Collapse

❑  Sensitivity to Behavior and Direction

❑Mitigation: Early Token Steering

▪ We define generation collapse in CAA steering and show it 
depends on steering direction and target behavior, not strength 
alone.

▪ Measurements under collapse are unreliable; ignoring collapse 
leads to incorrect conclusions.

▪ Early-token steering (stp = 1 or 4) reduces collapse while 
preserving effectiveness, offering a practical mitigation strategy.

Conclusion

Type Example

Repetition

<|start_header_id|>assistant<|end_header_id|> 
While it’s tempting to try to be kind or accommodating, … but 
not necessarily, but not necessarily, but …

Truncation
irenirenirenirenirenirenirenirenirenirenirenirenirenirenirenire
nirenirenirenirenirenireniren… 

Result1: Collapse emerges abruptly;
steering multiplier |β| ∈ [3, 5] across 
behaviors

▪ Each behavior has a more vulnerable direction.
▪ Asymmetry diminishes at |β| ≥ 5 as both directions converge to 

high collapse rates.

▪ ESS by steering token position; higher values indicate better 
steering with less collapse.

▪ RED: collapse rate ≥ 0.5. Early-token steering (stp = 1 or 4) 
reduces collapse while preserving effectiveness.

Quantification

❑ Collapse detection: 
▪ Repetition: Distinct-2 < 0.3
▪ Truncation: early termination w/o 

a header or EOT token

Contrastive Activation Addition 
(CAA)

Generation Collapse in Contrastive Activation Addition (CAA) Steering

: Degeneration and Mitigation
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Background:  Contrastive Activation Addition (CAA) is a simple and effective steering method for controlling LLM behavior. 
However, under certain steering conditions, it produces severely degraded outputs, and the causes of these failures remain 
poorly understood. We find two failure modes, repetition (looping tokens) and truncation (early stop), collectively 
generation collapse.

Limitation: Experiments are limited to a single model and layer; generalizability across architectures.
The mechanistic basis of collapse remains an open question.

Ignoring generation collapse leads to 
misleading evaluations of model steering.
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CAA Steering and Generation Collapse

Result2: Each behavior has a more 

vulnerable direction; Collapse 
depends on behavior and direction

Result3: Early-token steering 
preserves the effect while avoiding 
collapse

❑Steering vector❑Model steering
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❑Collapse ratio
rcollapse  =

Ncollapse

Ntotal

❑Effective Steering Score (ESS)

𝐸𝑆𝑆 =  s ̅ ×  (1 − rc)
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❑ Steering score(s̅): GPT-4 judge (0–
10) averaged across samples.

RED: collapse rate ≥ 0.5

Effective Steering Score (ESS)
Higher is better with less collapse
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